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Abstract. Headphones, once used exclusively for audio playback, now 
feature advanced sensors such as high-definition microphones and 
accelerometers. The integration of these sensors has enabled new func-
tionalities; however, they have also introduced new security/privacy 
risks. This work explores the feasibility of inferring user keystrokes on 
external keyboards through sensory side-channels present on modern 
headphones. Specifically, we develop a novel keystroke inference frame-
work, called OverHear , which uses both acoustic and motion data avail-
able from modern headphones to infer user keystrokes on external key-
boards. In OverHear , the motion or accelerometer data is used to cluster 
key presses by hand position, while the acoustic data is employed to dis-
tinguish between different keystrokes through an analysis of the extracted 
Mel Frequency Cepstral Coefficients (MFCC). Trained machine learning
(ML) models and a dictionary-based word prediction approach are then
used to identify individual keystrokes and typed words. Comprehensive
experiments on a variety of commercial keyboards in realistic settings
show that OverHear achieves close to 80% top-5 key prediction accuracy
for mechanical keyboards, 60% for membrane keyboards, and more than
70% top-100 word prediction accuracy for all types of keyboards.

Keywords: headphones · wearable · privacy · keystrok e inference

1 Introduction 

Headphones (or earphones) have become ubiquitous computer peripherals that 
offer private and immersive experiences across various online communication and 
entertainment applications. Modern headphones are equipped with an array of 
sensors, including accelerometers for motion detection and high definition micro-
phones for high-fidelity voice capture. These sensors enable advanced function-
alities on headphones such as wearing detection [4], gesture controls [12,14], 
adaptive noise cancellation [38], spatial audio [25], and fitness tracking [29,31]. 
Nevertheless, due to their constant placement near the user’s body, these contem-
porary headphones raise significant security and privacy issues. Their location
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on the user’s body and their advanced sensing features might offer a unique 
vantage point that could be exploited to discreetly gather sensitive informa-
tion related to the user and his/her activities. In this work, we are interested in 
investigating the feasibility of spying o n users’ keystrokes (on external keyboards
and keypads) by using the information available from headphones (specifically,
headphone sensors) as an information side channel.

Although prior work on keystroke inference through acoustic eavesdropping 
has leveraged devices such as smartphones placed near keyboards [8,21] or relied 
on motion sensors in wearables (e.g.,smartwatches) [24], these approaches typ-
ically require deliberate device placement or close physical proximity to the 
victim’s keyboard. Diverging from these traditional keystroke inference attack 
scenarios, which typically involve unpredictable and non-practical placement of 
explicit recording devices near the target user, we investigate the feasibility of 
a more realistic s cenario involving a recording device (i.e., a headphone) that is
ubiquitously present on the target user in a predictable location. In particular,
many Bluetooth-enabled headphone manufacturers [3,18,33] provide companion 
applications that can pair with headphones and potentially gain access to raw 
sensor data. This access could be exploited b y malicious adversaries who seek to
stealthily record user interactions and infer keystrokes.

Nevertheless, there are several other non-trivial challenges (in such a 
keystroke inference attack scenario) which will need to be overcome. One chal-
lenge is that the relative position between the headphones and the keyboard 
can vary considerably based on user traits such as height, arm length, and dis-
tance from the chair to the table. This is further compounded by voluntary
and involuntary user head movements during typing, which can be perceived
by headphone sensors. Prior studies [23,45] on keystroke inference using sensory 
side channels frequently utilized a pair of microphones to calculate the Time 
Difference of Arrival (TDoA) of sound signals. These techniques have produced 
favorable results, largely due to the fact that the data collection device was 
located o n the same surface as the keyboard or served as the input device itself
(for example, keystroke inference on a mobile phone keypad) [44]. In addition, 
these previous works on acoustic keystroke inference mainly relied on recording 
devices that were stationary. As users’ head movements induce motion of the 
headphone, the recording d evice (i.e., headphone) can no longer be considered
to be stationary and may record much more noisier/inconsistent data.

In light of the above challenges, in this paper we propose OverHear ,  a  novel  
framework to accurately infer keystrokes using acoustic and motion sensor data 
collected from headphones. We observe that while the headphone motion data 
(as sensed by the device accelerometer) alone is not enough to distinguish indi-
vidual keystrokes, it proves to be very useful in clustering keys corresponding to 
each hand. To predict individual keystrokes, we take advantage of the headphone 
microphone data. We first extract Mel-Frequency Cepstral Coefficients (MFCC)
features from the acoustic data and then use these features to train machine
learning-based prediction models. The prediction of these models is then further
refined using a dictionary-based spelling correction approach to improve the over-
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all inference accuracy of the typed words. We evaluated OverHear with the help 
of 17 participants using a custom headphone hardware setup and 5 participants 
using commercially available Apple AirPods. Our comprehensive experimental 
evaluation shows that OverHear is able to achieve a top-5 key prediction accu-
racy (i.e., the correct key is among the top five predicted ke ys) of approximately
80% for mechanical keyboards and approximately 60% for membrane keyboards.
Furthermore, our framework demonstrates a top-100 word prediction accuracy
of more than 70% across all keyboard types.

Our main technical contributions are a s follows:

– A novel keystroke inference framework which employs data from head-
phone microphones and accelerometers to accurately infer user keystrokes. 
The framework also includes a keyboard type identification module t o iden-
tify the keyboard type used by the victim (e.g., mechanical or membrane).

– An enhanced word prediction mechanism based on spell-correction to 
improve overall keystroke inference b y mitigating errors caused by missing or
extraneous keystrokes.

– Comprehensive empirical evaluation using data from human-subject 
participants in realistic and unconstrained settings, spanning various envi-
ronmental/ambient noise scenarios.

2 Related Work 

Analysis of acoustic signals for the purpose of inferring user input on a variety of 
mobile and computing devices has been the subject of several studies in recent 
years, each employing unique methodologies and achieving varying degrees of
accuracy. Table 1 provides a summary of these existing works.

Among the foundational studies, the contributions of Asonov and Agarwal [7] 
and Liu et al. [21], although significant, were tested under rather restrictive con-
ditions and focused solely on individual key presses rather than more complex 
scenarios involving word or sentence typing and prediction. Zhu et al. [45]  also  
proposed a TDoA-based keystroke inference framework and achieved a key pre-
diction accuracy of 72%. However, their framework requires at least two mali-
cious mobile phones to be in physical proximity to the victim keyboard, which
makes executing the attack practically challenging. Cecconello et al. [11]  pro-
posed an attack that uses audio data collected during a VoIP application call 
to infer keystrokes, which is perhaps the closest work to ours in terms of attack 
surface (hardware) setup. They use microphone data from a laptop, a smart-
phone and a traditional headset (with a boom microphone; a single microphone 
protruding near towards the mouth) to evaluate their attack. They highlight 
an attack scenario where the attacker obtains the victim’s labeled training data
through social engineering to achieve a top-5 accuracy of 80%. However, this
accuracy drops below 55% when no training data from the victim is available,
indicating a potential limitation of their framework due to the reliance of victim’s
labeled training data.
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Table 1. Summary of related work on acoustic based ke ystroke inference attacks.

Study Methodology Recording Device Accuracy 
Asonov and Agarwa l [7] Frequency domain 

features + N eural
Network

PC microphone 79% (k ey)

Liu et al. [21] TDoA Smartphone 
(stereo 
microphones)

85% (k ey)

Narain et al. [27] Raw Audio, spatial 
positioning + 
Decision Tree

Smartphone 95% (k ey)

Lu et al. [23] TDoA Smartphone 50% (top-1), 
90% (top-10) 
word

Zhu et al. [45] TDoA Two 
smartphones 

72% (k eys)

Bai et al. [8] TDoA, PSD + SVM Smartphone 92% (top-5 k ey)
Cecconello et al. [11] MFCC + Logistic

Regression
Laptop, 
smartphone, 
headset

80% (top-5 k ey)

Harrison et al. [19] Mel-spectrograms + 
DNN

Smartphone 95% (k ey)

Several past studies have also explored the use of motion sensors for inferring
keystrokes [10,22,24,40]. These investigations typically harness motion sensors 
in mobile phones to deduce in-device keystrokes or employ smart wearables, such 
as smartwatches, to infer keystrokes on physical keyboards. Specifically, Cai and
Chen [10] highlighted the feasibility of motion-based keystroke inference attacks, 
demonstrating that motion data could be exploited to deduce user keystroke s on
touchscreen keyboards of mobile phones. Liu et al. [22] and Maiti et al. [24]  pro-
posed approaches for keystroke inference attacks targeting external QWERTY 
keyboards using motion data collected from a victim’s smartw atch, achieving
word-level accuracy of over 60%. Marquardt et al. [26] introduced (sp)iPhone, 
where accelerometer data from a smartphone placed near a physical keyboard 
could be used to infer keystrokes. For their attack, they took advantage of the 
vibrations generated by the keystrokes on the keyboard and transmitted through
the table to the smartphone’s accelerometer.

Our review of the literature highlights key gaps in existing research, motivat-
ing us to explore a new attack surface for keystroke inference. Previous studies 
relied primarily on stationary recording devices, s uch as mobile phones or ded-
icated microphones, or on social engineering to obtain labeled victim data [11], 
which makes practical attacks challenging. Moreover, the unpredictable posi-
tioning of a victim’s mobile phone in proximity to a keyboard diminishes the
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practicality of such attacks. In contrast, wireless headphones are commonly worn 
in a predictable position on the head, even when not actively u sed, providing a
promising and consistent opportunity for eavesdropping. Table 2 contrasts the 
key assumptions of these attack modalities. However, challenges such as vari-
ability in acoustic data caused by head movements and weaker vibration signals 
in headphones compared to devices in direct contact with the keyboard still 
persist. We hypothesize that combining acoustic and motion sensor data from
headphones can overcome the above challenges and improve inference accuracy,
and we aim to validate this through a multi-sensor framework.

Table 2. Comparison of attack assumptions across d evice types.

Smartphone Smartwatch Headphones 
(OverHear )

Sensor placement Near keyboard 
(v ariable)

Single wrist Both  sides  of  h  ead
(fixed)

Sensor separation Limited (single
device)

Limited (compact 
form factor)

Wide (ear-to-ear) 

Placement predictabilit y Low (varies per
session)

Moderate (worn o n
wrist)

High (consistent 
on-head position)

3 Adversary Model 

3.1 System Mod el

We consider the setup of a user typing on a physical keyboard w hile wearing
headphones that are equipped with:

1. Microphones: Microphones on each headphone earpiece, typically used to 
capture human audio input (e.g., voice or speech commands) or to cancel 
active noise (in the environment). Dep ending on the headphone model, each
earpiece could be embedded with multiple high-definition microphones.

2. Motion or IMU Sensors: Accelerometers (and gyroscopes) to detect user 
gestures, support wearing detection, and e nable features such as spatial audio
or head-tracking.

During normal usage, these headphones communicate with a manufacturer-
provided companion application on a smartphone or computer, which may legit-
imately access the headphone’s sensors to enhance audio features or provide
gesture-based functionality.
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3.2 Threat Mod el

We assume an adversary whose goal is to infer potentially sensitive information 
typed by a user on an external peripheral (e.g., keyboard).
Adversary’s C apabilities.

– Sensor Access: The adversary can covertly access and record microphone 
and accelerometer data from the user’s headphones. This could be done, for 
instance, through a malicious or compromised c ompanion app that grants
broad (but seemingly legitimate) permissions to read the data of the head-
phone sensors.

– Remote Processing: The adversary can offload sensor data to a remote 
server and run inference algorithms to predict keystrokes and reconstruct
text.

– No Direct Phone/Computer Microphone Access: We do not assume 
that the adversary can directly access the microphone of the device paired 
with the headphones (e.g., a smartphone or computer). Modern OS permis-
sion models typically restrict microphone access without explicit user permis-
sion. Instead, we focus on headphones as the side-channel, which are granted
access without explicit user consent to its sensor data.

Headphones are widely used and worn for extended periods, often even when 
no audio is actively playing. In particular, modern headphones commonly provide 
active noise cancellation (ANC), which encourages users to keep wearing the
device for ambient noise suppression alone. Our participant survey (Appendix
E) corroborates this: 52.94% of respondents reported often typing on a keyboard 
while wearing headphones or earbuds, and 17.65% reported doing so always, 
indicating that the attack window is not limited to active media playback. 
Threat Landscape. Headphones are widely used and worn for extended peri-
ods, often even when no audio is actively pla ying. In particular, modern head-
phones commonly provide active noise cancellation (ANC), which encourages
users to keep wearing the device for ambient noise suppression alone. Our par-
ticipant survey (Appendix E) corroborates this: 52.94% of respondents reported 
often typing on a keyboard while wearing headphones or earbuds, and 17.65% 
reported doing so always, indicating that the attack window is not limited to 
active media playback. Unlike direct microphone access on a smartphone, which 
raises user suspicion (e.g., explicit notification in modern OSes), headphone sen-
sor access can remain unnoticed under the guise of legitimate features (e.g., noise
cancellation tuning, activity tracking, or equalizer settings). Unlike accessing the
microphone of a mobile phone or computer, which often raises significant suspi-
cion due to OS-level permission models, accessing headphone sensor data through
APIs such as Apple’s CMHeadphoneMotionManager and AVAudioRecorder [5,6] 
is considerably less conspicuous.

Further exacerbating this threat is the advent of standalone headphones, 
such as STREAMZ Voice Controlled Headphones [35]. Operating independently 
of paired smartphones or computers, these devices bypass many of the tradi-
tional OS-level restrictions on data collection and permissions. Such devices are
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capable of locally capturing and processing audio or motion data, then covertly 
transmitting it to attacker-controlled servers without eve r engaging the user’s
host device in a meaningful permission check.

Real-world incidents illustrate that such scenarios are not merely theoreti-
cal. There have been lawsuits [1] and documented cases [9,30,37,39]  involving  
popular headphone and smart-device manufacturers accused of surreptitiously 
collecting user data. These examples not only validate the feasibility of covertly 
harvesting sensitive information but also highlight the growing risk posed by 
modern peripheral devices. In the context of keystroke inference, motion data 
from accelerometers paired with headphone-based audio r ecordings offers attack-
ers a potent, multi-modal avenue to learn user typing behavior; even circumvent-
ing stricter permission regimes on the phone or computer [17]. 

4 Design and Implementation 

In this section, we outline the design of our OverHear inference framework and 
discuss the specifics of its implementation.

4.1 Inference Framew ork

Figure 1 illustrates the high-level architecture of OverHear . The attack begins by 
using a custom app, masquerading as the target’s headphone companion app, to 
covertly capture the victim’s accelerometer and microphone (audio) data during 
his/her typing activities. These raw data are transmitted to a remote server, 
where t hey are processed to identify the type of keyboard used by the victim
using a custom-designed keyboard identification technique (see Sect. 4.7). The 
audio and motion sensor data streams captured through victim’s headphones go 
through pre-processing and s egmentation to identify key presses (as detailed in
Sect. 4). The detected key presses are then tested via a trained machine learning 
models to predict individual keystrokes. The sequences of keystrokes are then 
further processed in a word prediction module with the aid of a spelling cor-
rection algorithm to predict the closest matching words. The machine learning
models in the attack are trained using data collected from a diverse set of users
optimized for accuracy and generalization.

4.2 Data Pre-pro cessing

Audio Noise Filtering. To ensure the clarity and relevance of our audio data 
in the context of keystrokes, we employed filtering to mitigate background noise, 
which typically occurs at higher frequencies distinct from those of keystrokes. 
Through analysis of the audio captured via our headphone setup, we discerned 
that keystrokes predominantly occur within the frequency range of 1200–3800
Hz. Consequently, a bandpass filter was tailored to retain information within
this specific range while filtering out extraneous frequencies.
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Fig. 1. OverHear inference framework o verview.

Accelerometer Noise Filtering. The raw accelerometer data very often con-
tains noise, primarily stemming from involuntary body movements, especially in 
body-worn devices. In our headphone-based attack scenario, noise arises from 
subtle, involuntary head movements, such as micro-adjustments or jitters, which 
introduce high-frequency noise; a phenomenon we empirically observed during 
controlled experiments. T o mitigate this, we applied a low-pass filter, which effec-
tively eliminates high-frequency noise from these movements while preserving the
lower-frequency vibrations induced by key presses.

4.3 Keystroke Segmen tation

In this subsection, we detail the process by which the audio signal captured by 
the stereo microphones of headphones is segmented into individual keystrokes. 
A keystroke consists of two main events: a key hit event and a key release event. 
An acoustic signal resulting from a keystroke is able to capture both of these
events by producing two distinct peaks in the signal, each corresponding to the
key hit and key release events. Figure 2 illustrates the typical acoustic feedback 
captured from the stereo microphones on a pair of headphones from a keyboard 
key press. The initial more pronounced peak represents the key hit e vent, while
the subsequent lower peak indicates the key release event.

During the design stage, we conducted observational experiments with three 
participants and empirically observed that the average duration of a keystroke is 
approximately 80ms. The key hit peak occurs near the beginning of the w indow,
while the release peak appears later and is followed by lower-energy trailing con-
tent (Fig. 2). An 80ms window balances capturing both peaks with minimizing 
trailing noise and overlap with subsequent keystrokes. We use a sliding w indow
with a size of 1ms (empirically determined) and calculate the energy (Eq. (1)), 
which is the sum of the squares of the audio amplitude values for each window 
and is given b y the following formula:

Ex =
n

|x(n)|2 (1) 

where E is the energy of the signal, n is the index of the audio sample and 
x(n)2 is the square of the amplitude of the signal at the nth sample. Energy is
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Fig. 2. Acoustic waveform of a k eystroke.

a measure of the signal’s strength and is particularly useful in identifying the 
stronger fluctuations caused by the keystroke events. We then pass each window 
through a n adaptive thresholding peak picking algorithm called Music Structure
Analysis Framework (MSAF) [28] which considers a local average to pick the 
prominent keystroke-related peaks and to discard insignificant noise peaks. The 
windows with the detected peaks are then considered potential keystroke start 
points ps. Consecutive start points less than 80ms are discarded (as they may 
belong to the s ame keystroke). Once a keystroke start point is identified, we
define the keystroke extraction window as:

ksi = (psi − 5ms, psi + 80ms) (2) 

where, ksi is the ith keystroke in the continuous signal, psi is the start point of 
the keystrok e, and psi + 80ms is the end point.

4.4 Key Group C lustering

One of the main challenges towards executing a successful keystroke inference 
attack is the number of potential keys and their arrangement on a keyboard, 
which can make the prediction task complex. This is because training a single 
model to distinguish between each key individually may require a vast amount 
of data for each key to achieve reasonable accuracy. By grouping keys and train-
ing for a group rather than individual keys, the problem can be simplified, thus 
making the training and inference processes more efficient. Grouping keys can 
improve the robustness of the predictive model by reducing the potential for 
confusion between similar sounding keys/keystrokes. In all cases, keys that are 
physically close to each other on the keyboard produce acoustically similar sig-
nals due to their proximity and the mechanics of the keyboard. By clustering
keys into groups, we enable our models to become more sensitive to subtle differ-
ences within these clusters. This approach simplifies the overall task by reducing
the number of direct comparisons a model must make, enhancing its ability to
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accurately discern keystrokes. We first look into methods used for key grouping 
in previous acoustic-based keystroke inference works [21,27] for their applicabil-
ity in our attack scenario, identify challenges posed by them, and then propose
techniques that suit our headphone-based inference setting.
Traditional TDoA Based Clustering. We first examine the possibility of 
using traditional Time Difference of Arrival (TDoA)–based key identification 
and key group clustering methods to identify similar keystrokes with comparable
sound profiles [13]. TDoA is a commonly used technique in localization problems 
for both acoustic and radio-frequency signals, where it measures the difference in 
each signal’s arrival time across multiple receivers (e.g., microphones for acoustic 
signals or antennas for radio signals). The overarching principle behind TDoA is 
that the sound produced by a source travels through a medium (often air) and 
reaches one microphone before the other, if the sound source isn’t equidistant 
to the two microphones. This difference in time that the sound signal takes
to reach each microphone is referred to as the time difference of arrival. We
compute TDoA using the cross-correlation method for the 2-channel audio signal.
Estimation of TDoA using cross-correlation involves finding the lag (or shift) at
which two signals are most similar [8]. The cross-correlation TDoA formula is as 
follows: 

TDoA = arg max 
k 

n 
S1[n] · S2[n + k] (3) 

where S1[n] is the signal at the first microphone at discrete time n, S2[n + k] is 
the signal at the second microphone shifted by k samples and arg maxk indicates 
the s hift k at which the cross-correlation is maximized (the shift where the two
signals look the most similar).

However, the dynamic nature of head movements during typing tasks pre-
sented a significant challenge in maintaining consistent/reliable TDoA calcula-
tions for individual keys. Typists frequently shift their gaze, alternating between 
various sections of the screen and sometimes the keyboard. This constant change 
in head orientation made TDoA an unreliable metric to uniquely determine
key positions. This is evident not only for individual users/typists, as shown in
Fig. 3a, but also when considering multiple users, as depicted in Fig. 3b. The 
extensive spread of data points across all keys or classes further corroborates
this observation.

Moreover, our attempts to identify distinct key groups based on similar TDoA 
values, as was done in some previous works [13,21], proved unsuccessful. The high 
variability and inconsistency in the TDoA values, exacerbated by the anatomical 
differences and head movements of the users mentioned above, rendered the task 
of grouping keys with similar acoustic characteristics nearly imp ossible. This
further highlights the unique challenges posed by our headphone-based setup
compared to previous keystroke inference methods [8,21,27]. 
Energy Based Clustering. Next, we explore other techniques that could aid 
our framework in identifying key groups. Specifically, we explore the energy 
levels of keystrokes in the acoustic signal. We observed that the energy for the
keystrokes towards the right of the keyboard is higher on the right audio channel
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Fig. 3. Variability of TDoA (a) for a single participant, ( b) across all participants.

Algorithm 1 Key Group Classification. 
Require: ER, Emed 

R , λ 
1: if ER > Emed 

R then 
2: if Prediction Probability of G1 < λ then 
3: Evaluate using G2, G3 
4: MaxProbability(G1,G2,G3) 
5: else classify using G1 
6: end if 
7: else if ER < Emed 

R then 
8: if Prediction Probability of G2 < λ then 
9: Evaluate using G1, G3 
10: MaxProbability(G1,G2,G3) 
11: else classify using G2 
12: end if 
13: else 
14: if Prediction Probability of G3 < λ then 
15: Evaluate using G1, G2 
16: MaxProbability(G1,G2,G3) 
17: else classify using G3
18: end if
19: end if

compared to left channel, and vice versa. Under a setting similar to previous
works [8,21], where the audio recording takes place from a fixed position, such 
as a phone kept near the keyboard, this type of energy-based clustering can 
easily be used to cluster the keys into left and right groups. However, due to 
the constantly varying head direction changes that occur during typing tasks, 
which may include either looking at differen t parts of the screen or looking at
the keyboard and then looking back at the screen, the energy differences for left
and right audio channels also turned out to be not reliable and consistent.

Although the audio channels are affected by head movements and deemed 
unreliable for key clustering, we discovered an alternative in the form of 
accelerometers embedded on both sides of the headset. These accelerometers 
demonstrated potential in distinguishing whether a keystroke was made by the 
left or right hand, based on the motion feedback they recorded. To illustrate how
vibrations propagated by pressing of keys affect the accelerometer, we refer to
the accelerometer’s coordinate system shown in Fig. 4a. The y axis corresponds 
to up and down head movements, which often occur when a user glances at



OverHear 349

the keyboard and then refocuses on the screen. The x axis captures side-to-side 
(lateral) head movements, which may occasionally occur during typing. In con-
trast, the z axis is perpendicular to the sensor surface and remains the most 
stable. Since head movements primarily affect the x and y axes, the z axis is
least influenced by motion artifacts, making it the most effective for capturing
keystroke-induced vibrations belonging to the left or right hand. Figure 4b  shows  
the accelerometer feedback captured from our p rototype headphone (described
in Sect. 4.8) when pressing the key ‘a’ with the left hand. The energy profile of 
the z axis of the left channel is clearly distinct from all other axes.

Fig. 4. (a) Accelerometer coordinate system for a headphone-wearing head, illustrating 
the X, Y, and Z a xes, (b) accelerometer channels when pressing key ‘a’.

With the aforementioned observation on the significance of energy readings 
from the z-axis of the accelerometer, we proceed to quantify the distribution of 
energy between the left and right accelerometer channels. We achieve this by 
introducing a n energy ratio metric. For each channel, the energy E is calculated
as the sum of the squares of its samples (see Eq. (1)). The energy ratio ER is 
then defined as the proportion of the left channel’s energy to the total energy of 
both c hannels, formulated as:

ER =
Eleft

Eleft + Eright +
(4) 

where is a minuscule constant introduced to prevent division by zero. This 
metric provides a relative energy measurement between the two channels. If a 
key is pressed from the left hand, the energy registered on the left accelerometer 
channel (of the headphones) will be higher than the right accelerometer, making 
the ER closer to 1 and if it is a right-hand pressed key, ER will be closer to 0. The 
energy ratio inherently normalizes the values b etween 0 and 1, making it easier
to adapt the metric to different users. In contrast, the absolute energy values
may vary based on factors such as the distance from the source of vibration/key
press (due to anatomical differences), or even the user’s typing intensity.

Given the energy ratio calculated for each key press, we establish three key 
groups based on their spatial positioning on the keyboard and the hand predom-
inantly used to press them.
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G1: Keys predominantly pressed by the left hand, namely {a, s, d, z, x,
q, w}.
G2: Keys predominantly pressed by the right hand, {o, p, k, l, n, m, i, j}.
G3: Ambiguous keys that could be pressed by either hand, namely {r, t , y,
u, f, g, h, v, b, c, e}.

We observed that keys within groups G1 and G2 are predominantly pressed 
by left and right hands, respectively, across different users, especially due to their 
spatial positioning on the keyboard (extreme left and extreme right). However, 
the  keys  in  group  G3 presented ambiguity, with the choice of hand varying from 
one user to another. Such variations could arise from individual typing habits 
or a user’s inclination to favor their dominant hand. During the test phase on 
unseen data, the median energy ratio, Emed 

R , is calculated for all samples for a 
given test user/victim. The rationale behind computing the median energy ratio 
is to account for the variability in key pressing intensities among different par-
ticipants. Different participants may exert different pressures when pressing the 
keys, leading to variations in the vibrational feedback recorded by the accelerom-
eters. Using the median, our aim was to normalize this variability and achieve an
adaptive clustering mechanism. Keys with an energy ratio greater than Emed

R are
classified as G1, while those with an energy ratio less than Emed

R are classified as
G2. Keys with an energy ratio close to Emed

R , within a threshold γ, are classified
as G3.

We then train three different classification models (as detailed in Sect. 4.5), 
one for each group, to predict the exact keys within each group. During this 
prediction, if a test keystroke is initially classified as G1 but the prediction prob-
ability is below a certain threshold λ, the test keystroke is then also evaluated 
by the models for G2 and G3. The final prediction is chosen from the model that
yields the highest prediction probability (see Algorithm 1). 

4.5 Feature Extraction and Mo del Training

After the key clustering step, we then investigate acoustic based features which 
could be used to identify individual keys. One such set of features include the 
Mel Frequency Cepstral Coefficients (MFCC), which have been widely used in 
the field o f speech and audio signal processing, particularly for applications such
as speech recognition and speaker identification [2]. However, more recently, 
MFCC-based features have been used in other acoustic-related applications such 
as keystroke recognition and acoustic activity recognition [21,32]. The process 
generally involves the following steps: (i) First, the acoustic signal is divided into 
fixed-sized frames, and for each frame Fast Fourier Transform (FFT) is applied 
to the acoustic signal to calculate the power spectrum. (ii) Then, Mel Filter 
Bank is applied on the power spectrum computed for each frame. The Mel Fil-
ter bank is a set of 20–40 (usually) triangular filters that are spaced according to
the Mel scale, which approximates the human ear’s response more closely than
the linearly spaced frequency bands. This process converts the frequency power
spectrum into the Mel spectrum [21]. For our inference framework, we empir-
ically determined the optimal number of Mel Frequency Cepstral Coefficients
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(MFCC), extracting 14 coefficients for each audio channel (left and right). To 
capture the variability and characteristics of these coefficients, we computed sev-
eral statistical measures: mean, standard deviation, skewness, maximum value, 
median, and minimum value. This resulted in 14 × 6  =  84  features for each 
channel. Thus, b y combining both channels, we derived a total of 168 features.
In addition to the MFCC features, we also included Root Mean Square Energy
(RMSE) [41] of each keystroke per channel, bringing the total feature count to 
170. Building on this, we tested several models including Random Forest classi-
fier, Decision Tree Classifier and several Deep Neural Networks for our analysis. 
To optimize its performance, we utilized a Grid Se arch Cross-Validation app-
roach for hyperparameter tuning using a hold-out dataset. Additional details on
the models used appear in Appendix B. As detailed in Sect. 4.4, we utilize three 
distinct multi-class classification models corresponding to the key groups G1, 
G2,  and  G3. Each classifier is specifically trained to identify keystrokes within 
its designated group. Training and testing were carried out in a Leave-One-Out 
Cross-Validation (LOOCV) manner, ensuring that a test/victim participant was 
excluded in each iteration. The LOOCV setup reflects a realistic attack scenario
in which the adversary does not possess labeled data from the specific target
user.

4.6 Word P rediction

After predicting individual keystrokes, we enhance the effectiveness of the attack 
by predicting the possible word formed by the inferred keystrokes. We explore 
two approaches for word prediction. The first is a naive dictionary-based method, 
where sequences derived from the top-k predicted keys (i.e., the correct key is 
among the k top predicted keys from the aforementioned key prediction models) 
are cross-referenced with a p redefined dictionary. If a sequence matches, it is
considered a valid word. However, this method struggles with inaccuracies such
as missing, incorrect, or extra keystrokes. The second approach uses the Sym-
Spell algorithm [15], a spelling correction method that precomputes possible 
spelling errors for every word in its dictionary up to a given edit distance. This 
allows rapid, memory-efficient word predictions and corrections, which is ideal
for handling inaccuracies in keystroke predictions. The procedure (see Algorithm
2) begins by initializing the SymSpell library and loading a frequency dictionary. 
It then generates all possible word combinations from the top-k key predictions, 
checks these against the dictionary, and returns the top-w most probable correc-
tions based on word frequency. The rationale is that words used more frequently
are more likely to be the intended word in the case of a typo.

4.7 Keyboard Type I nference

A preliminary step for an attacker aiming to execute a keystroke inference attack 
is to infer the type of keyboard the victim employs. Given the distinct acous-
tic signatures produced by different types of keyboards, such as mechanical or
membrane, understanding the type of keyboard (used by the victim) can pave
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Algorithm 2 Word Prediction with SymSpell. 
Require: predictions:top-k letter predictions 
Require: topK: number of words to return 
1: function SpellCorrection(predictions, topK) 
2: Initialize sym_spell and load dictionary 
3: possible_combinations ← GenerateCombinations(predictions) 
4: Initialize predicted_words_with_counts as empty list 
5: for each input_term in possible_combinations do 
6: Get suggestions for input_term from sym_spell 
7: Append unique suggestions to predicted_words_with_counts 
8: end for 
9: Sort predicted_words_with_counts by word frequency return First top − w words from

predicted_words_with_counts
10: end function

the way for a more targeted and effective attack. In our study, we collected data 
from two different brands for each of the keyboard categories: K1: mechani-
cal, K2: membrane, and K3: laptop-based membrane keyboards. The rationale 
behind using two models for each category was to introduce a level of complex-
ity to the inference task. If the model were trained solely on data from a single 
brand for each category, it would trivially classify that brand during testing. 
Our objective with keyboard-type inference is to generalize across brands and 
variations within each category, ensuring the model can identify the overarch-
ing category to which they belong. For the purpose of keyboard-type inference,
we segment the keyboard input audio data into 30-second windows, extracting
6 MFCC features and RMSE (Eq. (1)) for each segment. We observed during 
our experiments that while keystroke inference demands a much more detailed 
feature set, keyboard type inference can be effectively achieved with just these 6 
MFCC features. Subsequently, we employ a multi-class logistic regression model 
trained on these data to predict the keyboard type. We tested the following
keyboards in our keyboard-type inference experiment:

K1: Monoprice MP810 (red switches) and Aukey K MG12 (blue switches).
K2: Logitech K120 and D ynex DX-PNC2019.
K3: Tecknet Ultra Slim Compact and the keyboard o f the HP Envy 15"
laptop.

4.8 Experimental Setup 

Due to the absence of published publicly-available APIs for accelerometer data 
extraction in the current generation of commercial headphones, and the limita-
tions associated with the few available APIs such as those from Apple, we devised 
a custom setup to comprehensively evaluate all the parameters and settings of 
OverHe ar . However, to test the efficacy of OverHear on commercially available
hardware, we also conducted some limited experiments using Apple AirPods.

Our primary experimental setup comprises of a Raspberry Pi, and a 3D-
printed over-the-ear headphone prototype (see Fig. 12a). To capture audio, we
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equipped each earpiece with an Adafruit I2S MEMS Microphone and a MPU-
6500 accelerometer to record motion data. The audio was sampled at a maxi-
mum  of  96kHz while accelerometer was sampled at a maximum of 500Hz.  The  
microphones and accelerometers were connected to the Raspberry Pi via the 
GPIO interface, and a Python script was used to record the data from each
microphone/sensor. For our tests involving commercially available hardware,
we employed a pair of Apple AirPods Pro (2nd Generation) [4] connected to 
an iPhone SE. We developed an iOS application using Swift, which utilized the
CMHeadphoneMotionManager API [6] to collect motion data (note: this API does 
not allow specifying a sampling rate) and captured audio data at a sampling rate 
of 44kHz, the maximum allowed. The evaluation of the data processing and i nfer-
ence framework was performed on an Ubuntu 22.04 virtual machine with 32GB
of memory and 32 cores using Python 3.10.

Our keystroke inference experiments included a diverse range of keyboards 
to ensure a comprehensive evaluation. We used an AUKEY KMG12, a full-
sized mechanical keyboard (104 keys) to represent K1 category. For the K2 
category, we utilized a Logitech K120 membrane type, full-sized keyboard model. 
To closely replicate a keyboard of modern laptops a Tecknet Ultra Slim Compact 
keyboard (68 keys), was used (representing the K3 category). This diversity 
in keyboard types allowed us to assess the robustness and adaptability of our
framework across different tactile feedback mechanisms and form factors. We
collected typing data from 17 participants (plus 5 additional participants for the
AirPods setup), under an IRB-approved protocol; full data-collection details are
provided in the Appendix A.1. 

5 Evaluation 

Next, we present the metrics used and evaluation results for OverHear under a 
va riety of different experimental settings and conditions.

5.1 Metrics 

Precision and Recall. Precision measures the number of correctly predicted 
keystroke segments out of the total predicted keystroke segments, while recall 
(or sensitivity) calculates the number of correctly predicted keystroke segments 
out of the actual k eystroke segments. We also use precision and recall to measure
the prediction performance of our keyboard-type inference module.
Top-kkey Accuracy. This metric evaluates the accuracy of the top-k key pre-
dictions. Specifically, if the true label is within the top-k predicted labels, then 
the prediction is considered correct. We used top-kkey accuracy for assessing the
performance of OverHear framework at the individual key prediction level.
Top-kword Accuracy. The accuracy of the top-k word predictions. If the true 
word is within the top-k predicted words, the prediction is deemed accurate.
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5.2 Keyboard Type I nference

Across all keyboard type categories, our keyboard type identification model 
demonstrated robust performance, consistently achieving an accuracy exceed-
ing 0.95 when training data includes data from the same brand of keyboard. 
However, when the type-inference model is trained using one ke yboard brand
for each category, the performance slightly degrades. Nevertheless, except for
K2 category of keyboards, both other categories (see Table 3) demonstrated a 
recall greater than 0.95. This highlights our model’s efficacy in accurately infer-
ring the keyboard type a victim is using.

Table 3. Keyboard type inference performance.

Keyboard Type Precision Recall 
Mechanical (K1) 0.86 0.96 
Membrane Type 1 (K2) 0.98 0.76 
Membrane Type 2 (K3) 0.88 0.99 

5.3 Keystroke Detection 

Our keystroke segmentation algorithm exhibited consistent performance across 
various types of keyboards (see Fig. 5a). For keyboard type K1, the precision 
and recall were measured at 0.80 (σ =  0.05  and  σ=0.08, respectively). For K2, 
the precision was 0.78 (σ = 0.07) and the recall was 0.77 (σ = 0.07). For K3, we
observed a precision of 0.75 (σ = 0.08) and a recall of 0.80 (σ = 0.06). Figure 5b 
illustrates the precision and recall of our k eystroke detection algorithm (detailed
in Sect. 4.3). Notably, the algorithm’s performance remains consistent even at 
higher typing speeds. Although these results indicate stability in performance, 
there are inherent challenges that contribute to the slightly lower accuracy. One 
primary challenge arises when the keys are pressed quickly in succession. In 
particular, with adept typists, the acoustic energy from one key press can overlap 
with that of the subsequent key, complicating the distinction between individual 
keystrokes. In addition, the unique typing dynamics of each individual introduces
variability. Some users exert varying force on the keys, while others occasionally
press two keys nearly simultaneously. These issues add layers of complexity to
the detection process.

5.4 Overall Pe rformance

As mentioned earlier, we evaluated the performance of OverHear across three 
keyboard type categories, K1, K2, K3. The results revealed that, K1,  achieved  
the highest top-5key accuracy of 0.77 and a top-10key accuracy of 0.88. In com-
parison, K2, recorded a top-5key accuracy of 0.58, and K3, had a top-5key accu-
racy of 0.53. Mechanical keyboards (category K1) tend to produce near distinct
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Fig. 5. (a) Keystroke detection vs keyboard types, (b) Precision and recall vs. typing
speed (WPM) for K1.

tactile feedback and sound profiles for each key press. This unique acoustic sig-
nature for each key can make it easier for the system to differentiate between 
keystrokes, leading to higher accuracy as observed in our results. Although larger 
external membrane keyboards (category K2) too produce some amount of tac-
tile feedback, the sound profiles might not be as distinct as those of mechanical 
keyboards. The smaller membrane keyboards (type K3), which closely resembles 
laptop keyb oards, typically have keys closer together, leading to overlapping or
less distinct sound profiles, especially when the keys are pressed in rapid suc-
cession. Additionally, the build and material of such keyboards might further
dampen the sound, making it harder to accurately infer keystrokes.

To evaluate the efficacy of our clustering algorithm, we compared the accu-
racy of our model with and w ithout the clustering approach. As presented in
Table 4, the clustering algorithm considerably improved the accuracy across 
all keyboard types. For mechanical keyboard type, K1, the top-5key accuracy 
improved from 0.59 to 0.77. Similarly, for the membrane type, K2,  there  was  
a noticeable increase from 0.41 to 0.58. The membrane type, K3,  also  saw  an  
improvement in accuracy, with top-5key accuracy rising from 0.37 to 0.52. These
results show the effectiveness of the accelerometer-based clustering algorithm in
refining the keystroke inference, making it an important component of OverHear .

Table 4. Top-5key accuracy with and w ithout clustering.

Keyboard Typ e w/o Clustering with Clustering 
K1 0.59 0.77 
K2 0.41 0.58 
K3 0.37 0.53
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In our evaluations, the Random Forest classifier consistently outperformed 
other models across all keyboard types (see Fig. 6a). Specifically, for K1,  it  
achieved a top-5key accuracy of approximately 0.77, while for K2 and K3,  the  
accuracies were 0.57 and 0.53, respectively. In contrast, the Decision Tree clas-
sifier managed a top-5key accuracy of 0.57 for K1 and around 0.33 for both 
K2 and K3. The DNN models were the least effective, with accuracies falling 
below 0.15 for all keyboard categories likely because DNNs require substantial 
amount of data for effective training, beyond the dataset that we collected. The 
CNN-LSTM hybrid model showed a slight improvement, achieving accuracies 
above 0.25 f or certain characters, but its overall accuracy remained low. The
Random Forest classifier outperformed other models, likely due to its ensem-
ble nature, effectively capturing complex patterns without overfitting. Moving
forward, exploring alternative models such as single- and few-shot learning tech-
niques could potentially offer more robust solutions, especially when training
data is limited [42]. 

Fig. 6. Top-5key accuracy for different (a) models, ( b) sampling rates.

5.5 Sampling R ates

In our experiments, we explored the impact of different sampling rates on the 
performance of OverHear (see Fig. 6b), starting from our default rate of 96kHz 
for the audio signal. Our findings indicate that the performance at 48kHz is 
nearly on par with that at 96kHz. However, when the sampling rate is reduced 
to 16kHz, we o bserved a considerable degradation in performance. This indicates
that our framework can work fairly well even at lower sampling rates.

5.6 Ambient Noise 

We evaluated the robustness of OverHear under various ambient noise condi-
tions. These noise profiles were separately collected in three different environ-
ments and then combined with keystroke data from all participants. In a univer-
sity cafeteria setting, the environment was filled with ambient sounds of people
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eating, working on their laptops, and background music. The open office space 
had 2–3 people working nearby on computers, accompanied by the typical sounds 
of typing, mouse clicks, and the occasional ringing of a mobile phone. I n contrast,
the closed office space provided a quiet environment with minimal background
noise. From the results (see Fig. 7a), it is evident that accuracy is highest in qui-
eter environments, such as a closed office, and decreases with increasing ambient 
noise, with the cafeteria setting being the most challenging, with accuracies drop-
ping below 0.45. This trend is consistent across all three types of keyboard. This
shows that our framework works well in quieter (ideal) environments, but the
accuracy is reasonable even in noisier (less ideal) environments.

Fig. 7. (a) Top-5key accuracy vs. types of ambient noise, (b) T op-kword accuracies.

5.7 Word P rediction

Our word prediction technique, leveraging the SymSpell library , as seen in
Fig. 7b, demonstrated considerable efficacy, achieving top-50word accuracies 
nearing 0.50 across all keyboard categories. Further, K1 reached a 0.76 accu-
racy for top-100word predictions, while K2 and K3 closely followed with 0.71 
and 0.70, respectively. For K1, five out of six, participants achieved an accu-
racy exceeding 0.60 for top-50word predictions, with only one participant falling 
below the 0.40 mark. In the case of K2 and K3, barring one outlier in each cat-
egory, all participants consistently achieved around the 0.50 accuracy level for 
top-50word predictions. In contrast, the naive dictionary-based approach, which 
relies solely on exact matches, lagged behind. Its limited adaptability to vari-
ations in keystroke data meant that it consistently registered accuracies below
0.4 for all keyboard types. These results can be attributed to SymSpell’s abil-
ity to efficiently handle typographical errors, which aids in more accurate word
suggestions, especially in the presence of potentially inaccurate key predictions
and extra/missing keystrokes.
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5.8 Effect of Typing Speeds

Encompassing keystroke segmentation and subsequent processing, our frame-
work demonstrates consistent key prediction performance across varying typing
speeds (see Fig. 8). Although most of the participants achieved consistent accu-
racy, an exception was observed in a participant with a typing speed of approx-
imately 35 words per minute (WPM), who registered an accuracy below 0.5. 
Despite this outlier, the overall robustness of the framework across varied typing
speeds is evident, highlighting its adaptability to diverse user behaviors.

Fig. 8. Typing speeds vs. key-lev el accuracy.

5.9 Factors Affecting A ccuracy

In our analysis of the factors that can affect the accuracy of OverHear , several 
patterns emerged. For the key group G2, no major misclassification patterns 
were observed. However, there were instances where the key ‘k’ is misinterpreted 
as ‘i’, and ‘m’ is confused with ‘n’. In the G3 group, the keys ‘j’ and ‘h’ as well as 
‘y’ and ‘r’ are often interchanged. Furthermore, the keys ‘q’ and ‘w’ consistently
exhibit lower accuracy rates. In G1 we observed that the key ‘z’ is frequently
misclassified as ‘x’, and ‘x’ is often mistaken for ‘s’ (see Figs. 9a  and 9b). These 
confusion patterns can be mainly attributed to the spatial proximity of these 
keys on the keyboard, leading t o similar acoustic profiles that can be challeng-
ing to distinguish. Figure 10 visualizes this relationship between the frequency 
of misclassifications and the Euclidean distance between the ground truth and 
predicted keys on a QWERTY keyboard, classified into our three key groups: 
G1, G2,  and  G3. A prominent observation from the plot is that misclassifications 
are more frequent for keys that are closer in distance, particularly for the G3 

group. This suggests that keys in the G3 group are often confused with their
immediate neighbors on the keyboard. The plot shows the inherent challenge
in distinguishing between keystrokes of adjacent keys, emphasizing the spatial
aspect of the misclassification problem on a physical keyboard layout.

Furthermore, certain users possess the ability to type without glancing at 
the keyboard, maintaining a steady gaze on the screen. This consistent posture
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Fig. 9. Confusion matrix for (a) group G1 keys, (b) group G2 keys.

Fig. 10. Frequency of misclassifications vs. key distance.

ensures minimal head movement, leading to relatively stable acoustic profiles. 
In contrast, users who frequently look down at the keyboard introduce regu-
lar vertical head movements. These continuous and pronounced shifts could also 
influence the acoustic signatures, challenging the models employed by our frame-
work to accurately distinguish and classify keystrokes.

To get a better understanding of such head movements and their potential 
correlation to the accuracy of OverHear , we analyzed the frequency spectrum of 
the gyroscope data (collected alongside accelerometer data in our custom setup). 
Particularly, we looked at the median frequency of each participant, which can 
be considered as the frequency below which 50% of the power of the signal lies. 
A higher median frequency in gyroscope data typically indicates more rapid
changes in the signal, which can be interpreted as more intense or faster head
movements. As it can be seen in Fig. 11, the three participants with the higher 
median gyroscope frequency showed the lowest top-5key accuracies with values 
below 0.70. This could be intuitively attributed to the fact that more intense head 
movements m ight introduce more noise or variability in the audio/accelerometer
data, making keystroke inference more challenging.

5.10 Performance on Commercial Devices

We tested our inference framework using a pair of Apple AirPods and focused 
on keyboard type K1. However, the API provided by iOS did not deliver a con-
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Fig. 11. Participants vs. their median gyroscop e frequency.

sistent data stream. Significant gaps in accelerometer data collection affected 
our ability to utilize these data effectively. Consequently, we were forced to rely 
solely on audio data for our analysis. Despite these limitations, our framework, 
tested only with audio data, achieved a top-5key prediction accuracy of 56% and 
a top-10key prediction accuracy of 80%. These results are comparable (despite
being slightly lower) to the performance of our framework when tested without
the clustering step using our custom hardware setup (see Table 4). These results 
underscore the potential of audio-based keystroke inference using smart head-
phones, even under limiting conditions and despite the noise-cancelling (in the 
microphones) features inherent in these commercial headphones’ audio recording 
functionality. Beyond AirPods, commercial headphones with built-in accelerom-
eters (e.g., Samsung Galaxy Buds, Google Pixel Buds) lac k official APIs for
continuous sensor streams, making larger-scale testing impractical at present.
Nevertheless, Apple holds a significant market share (over 20% of wireless head-
phones [34]), indicating that our findings remain p articularly relevant.

6 Discussion 

Attack Impact. The widespread use of headphones, such as Apple AirPods [4], 
equipped with advanced microphones and motion sensors, underscores the poten-
tial reach of our keystroke inference attack. These sensors enhance the user expe-
rience, but also make the devices susceptible to OverHear . Our results show high 
accuracy on both mechanical and membrane keyboards, confirming the attack’s 
feasibility in real-world scenarios. Specifically, mechanical keyboards have seen
a resurgence in popularity over the past decade, especially among certain demo-
graphics, such as the gaming community, technology enthusiasts, and profes-
sional typists [36]. Given the projected Compound Annual Growth Rate (CAGR) 
of 6.79% from 2022–2027, it is evident that t his user base is not only substantial
but also expanding [36]. Our inference framework, which demonstrates increased 
efficacy for mechanical keyboards, poses a notable threat to this growing user 
base. A question asked during the participant survey (Appendix E) further pro-
vides a preliminary idea of the threat landscape, with 12% of the respondents 
using mechanical keyboards and 47% using membrane keyboards.
Mitigations. Noise-canceling features included in most modern headphones 
offer a promising avenue to counteract the threat of acoustic keystroke infer-



OverHear 361

ence. Originally designed to minimize ambient sounds, this can be further opti-
mized to specifically target and suppress the key-press sounds. While it is chal-
lenging to completely mute the sound of keystrokes, integrating such targeted 
noise-canceling features to the headphones can significantly degrade the qual-
ity of captured keystroke sounds, thereby reducing the effectiveness of inference
attacks. Using quieter keyboards, such as scissor keyboards [20], commonly found 
on laptops, can also mitigate such attacks due to their minimal key-press noise 
from their scissor-like hinge structure. In addition, implementing system-level 
monitoring services on paired devices, such as smartphones or computers, can 
help. These services would track the volume a nd frequency of data transmission
by apps; Any unusual activity, such as excessive data offloading by a companion
headphone app, could then be flagged for review.
Limitations. Despite promising results, our keystroke inference framework 
using headphones has limitations. First, it requires a malicious headphone com-
panion app to covertly collect sensor data, which may not always be trivial to 
install given the reliance on the victim deciding to install it. Second, although 
our user study covers three representative keyboard categories, only a single 
keyboard was tested per category, limiting generalizability across different mod-
els within each category. In addition, accurately predicting complex passwords 
(mixing alphanumeric characters, symbols, and cases) remains challenging, espe-
cially for unconventional passwords. Third, testing on commercial headphones
has been challenging due to the lack of official APIs to obtain continuous sensor
data. Furthermore, performance degrades considerably in very noisy environ-
ments (as shown in Sect. 5.6). Lastly, although our experiments primarily focused 
on the 26 letters of the alphabet, it is important to note that our method can 
be extended to include other characters such as n umbers and symbols since our
framework relies on key-based sound profiles and their spatial positions.

7 Conclusion 

In this study, we presented OverHear , a framework that adeptly exploits both 
acoustic and accelerometer data from smart headphones to infer keystrokes, 
achieving a top-5 key accuracy close to 80% for mechanical keyboards and 60% 
for membrane keyboards. In addition, we were able to achieve top-100 word accu-
racy of over 70% for all keyboard categories. Although our results highlight the 
vulnerabilities introduced by modern headphones in real-world scenarios, they 
also emphasize the importance of understanding and addressing these emerging
security challenges.
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A Data Collection Setup 

Figure 12 shows a participant using our custom and c ommercial hardware setups.

Fig. 12. A user wearing (a) our custom-built headphone setup, (b) AirPods.

A.1 Data C ollection

We recruited 17 participants in the age range of 18–38 (8 female, 9 male), to 
collect typing data using our custom prototype pair of headphones. Participants 
participated in two experiments across three types of keyboards while wear-
ing our custom headset (as described in Sect. 4.8). The experiments were con-
ducted inside a closed office space. For the first experiment, they typed individual 
English alphabets displayed on the screen one at a time, where each alphabet 
is repeated five times at random. The second experiment involved them typing 
300 English words from a list of 5000 most frequent words, with the number of
letters (in each word) ranging from three to seven [43]. Participants participated 
in typing tasks using a 24-inch computer monitor. To ensure comfort and natural 
typing posture, a height adjustable chair was provided, allowing them to choose 
the level of seating they found most comfortable. We did not impose specific 
typing techniques on the participants; instead, they were encouraged to type 
in a manner consistent with their daily habits. For the additional commercial 
headphone setup using AirPods, we recruited 5 participants who performed the 
same aforementioned experiments on keyboard K1. Participants also completed
a short survey at the end of the experiments, which included questions related to
their typing behaviors and headphone usage. Some interesting insights obtained
through the survey are given in Appendix E. Our data collection procedures 
were approved by our i nstitution’s Institutional Review Board (IRB).

B Model Details 

The Random Forest Classifier was configured with balanced class weights to 
counteract the uneven distribution of class frequencies, enhancing fairness and
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accuracy in the model’s predictions. It was set with a maximum depth of 20, and 
used ‘sqrt’ for the number of features considered when looking for the best split. 
The Decision Tree Classifier employed a gini impurity criterion with balanced 
class weights for splits, and a moderate tree depth of 10 to prevent overfitting, 
alongside tuned parameters for minimum samples per leaf and split to ensure 
robust nodes. For our baseline DNN, a sequential architecture was implemented 
beginning with an input layer of 256 neurons, followed by a 50% dropout rate 
to mitigate overfitting. T he output layer uses a softmax activation function to
provide a probability distribution across the classes, also addressing class imbal-
ance by weighting the loss function accordingly. This model was compiled with
an Adam optimizer and categorical cross-entropy loss function, which is particu-
larly suited for multi-class key classification where class imbalance is a concern.

We also explored more advanced deep learning models. First, we adopted 
the CNN model proposed by Giallanza et al. [16] for acoustic keystroke infer-
ence. The model consists of two convolutional layers with batch normalization 
and max pooling to extract spatial features while reducing dimensionality. The 
first convolutional layer applies 64 filters (3-sized kernel), followed by batch nor-
malization and max pooling to stabilize training and prevent overfitting. The 
second convolutional layer increases the filter count to 128, enabling deeper fea-
ture extraction. The output is then flattened and passed through dense layers 
(256 and 128 neurons, ReLU activation) with 50% dropout before classification 
via a softmax layer. The model is trained using Adam optimization with a cate-
gorical cross-entropy loss function, suitable for multi-class classification. Beyond 
CNNs, we explored a CNN-LSTM h ybrid model to capture both spatial and
temporal dependencies in keystroke signals. The architecture mirrors the CNN
model but integrates an LSTM layer (128 units) after feature extraction to learn
temporal relationships, such as press-release timing patterns. The LSTM output
is processed through dense layers (256 neurons, dropout 50%) before classifica-
tion. Like the CNN, it is optimized using Adam and categorical cross-entropy
loss.

C Word Prediction Under Noise 

Figure 13 illustrates the word-prediction performance in a cafe ambient noise 
setting. Despite the key prediction accuracy being notably lower than in quieter 
environments, top-100word predictions still approached an accuracy close to 0.60.

D Participant Survey 

1. What is yo ur age?
2. What is your dominant hand? 

Right, Left
3. Do you currently own any of the following digital devices?

– Yes, No - Bluetooth Ov er-the-Ear Headsets
– Yes, No - Bluetooth Earbuds
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Fig. 13. Word-level top-w accuracy under cafeteria noise.

4. How often do you type on a computer keyboard while wearing a pair of 
headsets/earbuds? 
Never, Rarely, Sometimes, Often, Always

5. How many hours a day do you p erform typing tasks in general?
6. How many hours a day do you perform typing tasks while wearing a head-

set/earbuds?
7. What type of a keyboard do you own? 

Membrane, Mechanical,Not Sure
8. Where do you typically perform your typing tasks? 

café, library, c lassroom, home, other (please specify)
9. Have you installed the smartphone app that comes bundled with y our head-

set/earbuds?
Yes, No

10. Are you aware that modern headphones and earbuds have embedded motion 
sensors in them?
Yes, No

E Insights from Participant Survey 

Through the responses from our participant survey, we were able to gain the 
below insights into the individual typing behav iors and the prevalent patterns
of headphone usage among participants (Fig. 14). 

– A majority of participants (52.94%) often type on a computer keyboard while 
wearing headphones or earbuds, with 17.65% doing so always. On a verage,
11.76% type for 2.5 h per day with these devices on.

– 52.94% of participants were aware that headphones and earbuds often h ave
embedded motion sensors.

– In terms of keyboard ownership: 47.06% owned a membrane keyboard, 11.76% 
owned a mechanical keyboard and 41.18% were uncertain about their key-
board type.

– As for typing locations, 33.33% of participants typically type at their home
or apartment, and 24.24% prefer the library.
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Fig. 14. Survey results on typing behavior and device usage.
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